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1. Introduction

Large Language Models (LLMs) have recently been
applied in the nuclear field to technical document un-
derstanding, question answering, and operator support.
To process large volumes of technical documents, these
systems commonly divide documents into smaller units.
However, nuclear technical documents, particularly
Limiting Conditions for Operations (LCOs) in Techni-
cal Specifications, consist of closely related require-
ments, and these relationships may be disrupted during
document segmentation. Specifically, an LCO is orga-
nized around Condition, Required Action, and Comple-
tion Time, and the relationships among these elements
determine the actions required when the LCO is not met.
At present, determinations regarding applicable LCO
requirements are generally made by manually referring
to extensive Technical Specifications documents. To
support this process, computerized support systems for
Technical Specifications surveillance [1] and retrieval
systems for similar historical LCO cases [2] have been
developed. More recently, RAG and agentic RAG have
been applied to question answering and decision sup-
port for nuciear technicai documents {3].

In these RAG applications, how source documents
are divided into retrieval units can affect both retrieval
and downstream question answering performance. Irrel-
evant context can reduce answer accuracy [4], and pre-
vious studies have shown that chunking strategy affects
RAG performance [5]. Research on question answering
in regulatory domains has also shown that methods ef-
fective across broad domains do not necessarily provide
the same performance in specialized regulatory domains,
and that contextualization techniques developed for
other domains cannot be directly applied to regulatory
documents without adjustment [6]. Recent studies on
RAG in the nuclear field have addressed retrieval archi-
tectures, document processing, and provenance [3].

However, these studies have not examined how the
structure of LCO requirements should be reflected in
the construction of retrieval units. Because related LCO
requirements often need to be interpreted together, com-
mon chunking methods based on text length, overlap, or
semantic similarity can separate information that be-
longs to the same context. As a result, retrieved text
may contain only part of the information needed to in-
terpret the applicable LCO state.

To address this issue, we propose condition-aware
chunking, which groups the requirements associated

with each Condition into a single retrieval unit. For
comparison, fixed-length, sliding-window, and seman-
tic chunking are used as conventional approaches
whose chunk boundaries are not specifically defined by
the LCO structure. A smaller retrieval unit is also exam-
ined through action-logic chunking, which uses individ-
ual Required Actions as retrieval units while preserving
their relationships with the parent Condition and other
actions. The five chunking strategies are evaluated in
terms of retrieval effectiveness and downstream answer
accuracy.

2. Condition-Aware Chunking for LCO Requirements

2.1 LCO Structure and Text Representation

3.4 REACTOR COOLANT SYSTEM (RCS)
343 RCS Pressure and Temperature (P/T) Limits
LCO 343 RCS pressure, RCS temperature, and RCS heatup and cooldown rates
shall be maintained within the limits specified in the PTLR
APPLICABILITY: At all times
ACTIONS
CONDITION REQUIRED ACTION COMPLETION TIME
J A — NOTE e A1 Restore parameter(s) to 30 minutes

Required Action A.2 within limits.

shall be completed

whenever this Condition | AND

is entered

A2 D RCSis 72 hours
acceptable for continued

Requirements of operation.

LCO not met in

MODE 1, 2,3, 0r4

Fig. 1. Example of an LCO ACTIONS table structure.

The LCO statement specifies the operating require-
ment for a system or component, while the
APPLICABILITY statement identifies the MODE or
specified operating condition in which the requirement
applies. When the LCO is not met, the Required Action
for the applicable Condition must be performed within
the specified Completion Time. The ACTIONS table
links each Condition to its Required Action and corre-
sponding Completion Time, and a single Condition may
contain multiple Required Actions. Relationships among
these actions are represented by the AND and OR logi-
cal connectors together with the indentation and group-
ing of the table. Some actions also include a NOTE or a
reference to another provision. Figure 1 shows an ex-
ample of these elements in an LCO ACTIONS table.
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For text processing, the LCO statement and the
APPLICABILITY statement were extracted separately
from the ACTIONS table. The ACTIONS table was
parsed by its Condition, Required Action, and Comple-
tion Time columns. Each Condition was associated with
the Required Action within its table region, and the cor-
responding Comipletion Time, logical connectors, notes,
and references were retained. The grouping represented
by the table indentation was recovered from the Re-
quired Action labels and their logical connectors rather
than preserved as visual indentation.

The extracted content was then converted into text
representations for chunking. For methods operating on

continuous text, the LCO content was arranged in
source order without addine structural markers. The

Luilc OIuct nuVur aGGiig uuliuiar HIQisCIS. LiC

parsed associations among Condition, Required Action,
and Completion Time were retained separately for meth-
ods that use the LCO structure. The construction of re-
trieval units from these representations is described in
Section 2.2.

2.2 Chunking Strategies

Vs

LCO Source Document

@ Required Action A.1 Completion Time (CT)

E Condition A
@ Required Action A.2 Completion Time (CT)

E Condition B — Required Action B.1

Completion Time (CT)

F 2\
o Fixed-length chunking o Sliding-window chunking

[ LCO Source Document ] [ LCO Source Document ]

[ Chunkl | Chunk2 Chunk3 )

A

@ Semantic chunking N Action-logic chunking
[ LCO Source Document ] CONDITION A CONDITION A CONDITION B
T
i
* Embedding ACTION A.1 ACTION A.2 ACTION B.1
q )
e &e Model T T T
- l
[ Chunk1 ] [ Chunk2 ] [ Chunk3 ] Relation to Relation to NO PEER
A2 <:> Al ACTIONS
.
e Condition-aware chunking MAIN METHOD
CONDITION A CONDITION B

ACTION A.1 ACTION A.2 ACTION B.1
| | | \
cr cr cr

Fig. 2. Comparison of retrieval unit construction across
the five chunking strategies.

Condition-aware chunking defines each Condition
block in the ACTIONS table as a retrieval unit. The text
of each Condition is combined with all associated Re-
quired Action and their corresponding Completion Time.
The action order, grouping, and AND and OR relation-
ships identified during text processing are retained in
the linearized chunk. The LCO identifier, title, and ap-
plicability are also included as contextual information.
This design is intended to keep the requirements associ-
ated with a Condition within the same retrieval unit.

To evaluate the effect of retrieval unit construction,
five chunking strategies were compared using different

criteria for defining chunk boundaries. Fixed-length,
sliding-window, and semantic chunking were used as
LUIIVCIIUUIldl dpploac[les Daseu on leXt IC[lgI.Il Over ldp,
or semantic similarity. Because a single Condition may
contain multiple Required Action, action-logic chunking
was also considered as a smaller retrieval unit defined at
the individual 1\6(’124[!56{ Action level while retaimng its
relationship with the parent Condition and other actions.

Action-logic chunking defines each individual Re-
quired Action as a retrieval unit. Each chunk contains
the Required Action, its parent Condition, and its Com-
pletion Time, together with the LCO identifier, title, and
applicability. Separating an individual action from the

rest of the Condition can remove information needed to
internret its relationshin with other actions. This rela-

HICIPICL 1S ICiqunsuip ul QUi QLuiLils. 1S Ik

tionship is therefore expressed in a natural language
sentence and added to the chunk. For both condition-
aware and action-logic chunking, the LCO statement is
retained as a separate retrieval unit because it does not
correspond to a single Condition in the ACTIONS table.
Semantic chunking determines chunk boundaries
from the embedding similarity between adjacent text
segments. Among the eligible boundary candidates, the
point with the lowest semantic similarity is selected.
Chunk length is constrained to between 450 and 1200
characters, with a target length of 900 characters.
Sliding-window chunking divides the source text into
900-character windows with a 200-character overlap.
Fixed-length chunking divides the same text into se-
quential 900-character segments with no overlap.

3. Evaluation
3.1 Dataset

The experiments used NUREG-1431 Rev. 5, Vol. 1[8]
as the source document. From its Reactor Coolant Sys-
tem chapter, LCO Sections 3.4.1 to 3.4.20 were used to
construct the retrieval corpus. Evaluation questions
were generated by an LLM using selected LCO sections
and then manually reviewed against the source docu-
ment. The questions were designed to reflect the infor-
mation needed to interpret and apply LCO requirements,
including applicable Condition, Required Action, Com-
pletion Time, and the relationships among them. The
final evaluation set contained 51 questions derived from
LCO 3.4.5,3.4.6,3.4.7, and 3.4.12. The review verified
the correctness of the questions, reference answers, and
supporting evidence.

3.2 Retrieval Evaluation

The retrieval evaluation was designed to compare
how effectively the five chunking strategies retrieve the
evidence required to answer the same set of questions.
All strategies were evaluated using the same 51 ques-
tions, the BAAI/bge-small-en-v1.5 [7] embedding mod-
el, and dense retrieval. Because the strategies produce
retrieval units of different lengths, retrieval was evalu-
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ated both by rank and under equal cumulative context
token budgets

I\CI.IICle Icle-\/allce was dCteIIIllIlCU umug, I.IIC CVI-
dence keyword groups assigned to each question. Each
group represents one evidence unit and was considered
matched only when all keywords in the group appeared
in a retrieved chunk. This criterion allows the evalua-
tion to distinguish between retrieving at least one rele-
vant evidence unit and retrieving all evidence required
for a question.

Dense retrieval returned up to five ranked chunks for
each query. The retrieval run used for the rank-based
evaluation was subject to a cumulative context limit of

1024 tokens. Retrieval was also evaluated under cumu-
lative context token budoets of 256 and 512 tokens hv

CULRCAL ORCI DUGE0W 01 L0200 Qi 214 KOS

applying the corresponding limits to the ranked results.
For the effectively unbounded setting retrieval was
performed with the token limit removed while retaining
the same maximum retrieval depth of five. This allowed
all five ranked chunks to be included even when their
cumulative length exceeded 1024 tokens.

Retrieval performance was measured using MRR,
Hit@k, Recall@k, and SetRecall@k for £ =1, 3, and 5.
MRR and Hit@k characterize the ranking of relevant
evidence, whereas Recall@k and SetRecall@k charac-
terize evidence coverage. Hit@#k indicates whether at
least one evidence unit appears within the top k& re-
trieved chunks. MRR, Recall@k, and SetRecall@k
were calculated as follows. MRR measures the rank of
the first retrieved chunk that matches at least one evi-
dence unit:

1
(1) MRR = NZ RR;

where RR; =1/r; , and r; is the rank of the first

matched chunk for question i. If no evidence unit is
matched, RR;= 0. Recall@#k measures the proportion of

required evidence units covered within the top & re-
trieved chunks:

N
1
2) Recall@k = NZ L

SetRecall@k measures the proportion of questions
for which all required evidence units are covered:

N
1
3) SetRecall@k = NZ 1[Ci(k) = E|]
i=1
Here, Nis the number of evaluation questions, E; is
the number of required evidence units for question i.

C,(k) is the number of those units covered within the
top & retrieved chunks.

3.3 Downstream Evaluation

To examine how differences in retrieval translated
into downstream answer accuracy, answers were gener-
ated for each chunking strategy using the same context
token budgets as in the retrieval evaluation. The re-
trieved chunks that fit within each budget were pro-
vided to the same generator using identical prompts and
generation settings. An LLM-only baseline without re-
trieved context was also included for comparison. All
answers were generated using gemma4:12b [9]

Soine PO . X7t avra atad el PSP PN

lllU gchclawu answers were CleUdLCU ublllg ciauac
Haiku as an LLM judge [10]. The judge received the
question, the manually verified reference answer, and
the generated answer, and assigned a binary verdict of
correct or incorrect. The evaluation considered whether
the answer identified the applicable Condition, included
the Required Action and corresponding Completion
Time when relevant, correctly interpreted AND and OR
relationships, and avoided incorrect or contradictory
claims. Answers that omitted required information or
provided only a partial response were judged incorrect.
Because the retrieved context was not provided to the
judge, the evaluation assessed answer correctness only
and did not assess whether the answer was supported by
the retrieved context. Answer accuracy was then calcu-
lated for each chunking strategy.

4. Results

Condition-aware chunking showed the highest over-
all evidence coverage in the retrieval evaluation. The
differences among the strategies were largest at smaller
token budgets and narrowed as more context became
available. In the downstream evaluation, condition-
aware chunking also achieved the highest answer accu-
racy at every evaluated context budget.

4.1 Retrieval Results

Table 1. Retrieval ranking performance

Strategy MRR Hit@1 Hit@3 Hit@5
Fixed-length .506 333 .686 .804
Sliding-window 526 373 .667 165
Semantic 571 392 745 824
Action-logic 599 471 125 184
Condition-aware 605 471 745 824

As shown in Table I, condition-aware chunking
recorded the highest MRR of 0.605 and tied with ac-
tion-logic chunking for the highest Hit@l. It also
matched semantic chunking at Hit@3 and Hit@5. Se-
mantic chunking reached the same Hit@3 and Hit@5
despite its lower MRR, suggesting that relevant evi-
dence tended to appear later in its ranked results. These
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results show that condition-aware chunking tended to
rank relevant evidence near the top while sustaining

$ols TINH vata I o
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Table II. Recall and Set Recall at different retrieval depths

Recall / SetRecall
Strategy
@1 @3 @5
Fixed-length .310/.294 .602/.529 .720/.647
Sliding-window .294/.235 .578/.510 .682/.628
Semantic .333/.255 .637/.490 .700/.549
Action-logic .396/.314 .649/.529 711/.608
Condition-aware .400/.353 .679/.608 .761/.667

Table II compares Recall and SetRecall at retrieval
depths of 1, 3, and 5. Condition-aware chunking showed
the highest values for both metrics at all three retrieval
depths. This indicates that its advantage in evidence
coverage held across retrieval depths, across different
values of .

Table III. Recall and SetRecall under different token budgets.

ing strategies. This further shows that its higher evi-
dence coverage in Table III was not associated with
ICCCIVIIlg more retr 16‘\/‘60 contexi.

Overall, condition-aware chunking showed the high-
est retrieval performance across the evaluated metrics,
while action-logic chunking generally ranked next. The
performance of action-logic suggests that preserving the
relationships among LCO requirements is beneficial,
whereas the further advantage of condition-aware
chunking indicates that keeping related requirements

within the same Condition may be more effective.

4.2 Downstream Results

y under

Table V. Downstream answer accurac

different context token budgets. (%)

Strategy 256 512 1024 Unbounded
Fixed-length 17.6 353 373 373
Sliding-window 13.7 294 392 412
Semantic 19.6 333 392 412
Action-logic 294 49.0 52.9 529
Condition-aware 35.3 54.9 58.8 58.8
LLM-only 0.0
(no context) )

Recall / SetRecall
Strategy
@256 @512 @1024 Unbounded
Fixed-length 359/.333  .626/.549  .720/.647 .729/.667
Sliding-window | .306/.235 .564/.490  .682/.627 .682/.627
Semantic 258/.176  .592/.451  .700/.549 .708/.549
Action-logic 492/392  .672/.569  .711/.608 711/.608
Condition-aware | .498/.431 .742/.647 .761/.667 .761/.667

Table 111 compares evidence coverage under equal
context token budgets. The differences among the
strategies were largest at the smaller budgets, particu-
larly at 256 tokens, and became smaller as more context
was allowed. Condition-aware chunking had the highest
Recall at every evaluated budget and the highest SetRe-
call up to 1024 tokens. Under the unbounded setting, its
SetRecall was tied with fixed-length chunking at 0.667.
These results indicate that the evidence coverage advan-
tage of condition-aware chunking persisted under con-
strained context budgets, suggesting that the advantage
was not simply due to receiving more context.

Table IV. Average retrieved context tokens
under different token budgets.

Strategy 256 512 1024 Unbounded
Fixed-length 186.5 434.0 756.2 802.3
Sliding-window 172.5 441.5 790.5 803.3
Semantic 136.6 396.3 8359 945.1
Action-logic 180.7 4221 5824 5824
Condition-aware 179.9 420.4 579.9 579.9

Table IV shows the average amount of retrieved con-
text under each token budget. At the 1024 token and
unbounded settings, condition-aware chunking used
approximately 580 tokens on average, substantially less
than fixed-length, sliding-window, and semantic chunk-

Table V shows the downstream answer accuracy for
each chunking strategy. Condition-aware chunking had
the highest accuracy at every evaluated context budget,
with action-logic chunking ranking second. The LLM-
only baseline produced no correct answers across the 51
evaluation questions. The relationship between these
accuracy results and the actual amount of retrieved con-

text ig examined in Flnnrn Q
LCXU IS SXamined i rigu

Increasing the context budget from 256 to 512 tokens
improved answer accuracy for all five chunking strate-
gies. Accuracy also increased from 512 to 1024 tokens,
although the increase was smaller for most strategies.
Moving from the 1024 token to the unbounded condi-
tion produced little or no further improvement.

B Fixed-length I Semantic I Condition-aware

Avg. Retrieved Context Tokens

mm Sliding-window Action-logic ® Avg. Retrieved Context Tokens
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Fig. 3. Retrieved context size and downstream answer
accuracy under different token budgets
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Figure 3 compares the downstream accuracy reported
in Table V with the average amount of retrieved context
shown in Table 1V. Purple, blue, green, orange, and red
bars represent fixed-length, sliding-window, semantic,
action-logic, and condition-aware chunking, respective-
ly, while the black markers indicate the average number
of retrieved context tokens.

At the smaller budgets, the amount of retrieved con-
text was relatively similar across the strategies, while
answer accuracy varied considerably. At the larger bud-
gets, the differences in retrieved context became more
pronounced, but strategies retrieving more context did
not necessarily show higher answer accuracy. Thus,

although increasing the context budget generally im-
prnvpd accuracy within each strategy, differences in

1OVOU allurlal iUl Lalny Sully GLLICICHCS

downstream accuracy among the strategles were not
explained simply by the amount of retrieved context.
Condition-aware chunking consistently showed the
highest evidence coverage and downstream accuracy,
suggesting that keeping the requirements associated
with a Condition within the same retrieval unit is effec-
tive for LCO retrieval and downstream evaluation. Ac-
tion-logic chunking, which preserves these relationships
while separating individual Required Action into differ-
ent retrieval units, also performed well but remained
below condition-aware chunking. This comparison sug-
gests that preserving the relationships among LCO re-
quirements is beneficial, while keeping all requirements
associated with the same Condition within a single re-
trieval unit may provide an additional advantage.

5. Conclusion

In this study, we evaluated how the construction of
retrieval units affects retrieval and downstream QA per-
formance for LCOs. We proposed condition-aware
chunking, which groups each Condition with its associ-
ated Required Action and Completion Time, and com-
pared it with fixed-length, sliding-window, semantic,
and action-logic chunking. Condition-aware chunking
achieved the highest overall evidence coverage in the
retrieval evaluation and the highest downstream answer
accuracy across all evaluated context budgets. These
results suggest that preserving the relationships among
Condition, Required Action, and Completion Time is
important when constructing retrieval units for LCOs.
They also suggest that the Condition can serve as an
effective unit for grouping related requirements.

These findings should, however, be interpreted
within the scope of the present evaluation, which was
based on 51 questions drawn from four selected LCOs
and used a single embedding model, generator, and
judge model. A broader evaluation across LCO require-
ments, questions, and models would be needed to deter-
mine how well the observed results generalize.
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